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Abstract 

 

On 26 February 2008, the Minister for Innovation, Industry, Science and Research announced 

plans for a new nationwide research quality and evaluation system.  The Excellence in Research 

for Australia (ERA) initiative was developed by the Australian Research Council (ARC) to 

assess research quality within Australia's higher education sector using data collected by each 

higher education institution.  In 2009, the ARC conducted two ERA submission trials in June and 

August respectively.  By 2010, the ARC will collect data from eight discipline clusters to 

complete the ERA evaluation process.  Developing data to meet the ERA's XML submission 

specifications and guidelines is highly challenging.  In this paper, we review the approach 

adopted by the ANU’s Research Office to meet the ERA requirements.  We view data 

development as akin to software or system development.  As such, our approach may be termed 

"agile data development" (analogous to "agile software development").  However, unlike 

software development our approach does not involve a large programming effort.  Rather, we 

focus on the use of readily available commercial-off-the-shelf (COTS) software technologies to 

build Extract-Transform-Load (ETL) systems to generate timely and compliant XML outputs.  In 

parallel with the use of appropriate software technologies, the management of an agile project 

requires a significant shift away from the traditional, top-down, plan-driven "waterfall" model of 

project management.  To be able to respond to a high level of uncertainties and frequent changes 

in requirements, we adopted a small team, flat structure, highly interactive, evolutionary 

approach to manage the project.  With these underlying "methodologies" in place, the ANU is 

able to respond quickly to changing circumstances with a fast turnaround time for 

redevelopment, and thus test and submit XML data early.   
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An Agile Extract Transform and Load (ETL) Data Development for ERA XML Submission 

 

The traditional approach to solving IT and software problem assumes that there is a clear 

delineation between problem definition on the one hand and the problem solution on the other 

hand.  This assumption often leads to a sequential, plan-driven, approach to managing projects, 

the so-called waterfall model of project development.  On such a model, the problem definition is 

captured upfront in the requirements analysis and specification phase of the development.  The 

problem solution is captured subsequently in the design and implementation phase.  Increasingly, 

practitioners recognise that the waterfall model is unsuitable for projects involving a high degree 

of complexity and uncertainty where changing, conflicting and ambiguous requirements may 

permeate throughout the project (Boehm and Turner 2003).  The ERA initiative has the hallmark 

of a complex and uncertain project.  During the ERA pilot in 2008 and the trial in 2009, 6 

distinct versions of the technical specifications were released over a period of 10 months between 

September 2008 and July 2009.  Although most of the changes appeared to be minor, one of the 

defining characteristics of a "complex system" is that small changes can have disproportionately 

large effects.  In a research evaluation system involving more than 40 higher education 

institutions, what appears to be a small change in data requirements, business rules or even a 

simple error can have amplifying effects for every stakeholder.   

 

In this paper, we'll review the approach adopted by the Research Office at the ANU to meet 

both the technical and operational challenges of the ERA XML submission process.  In 

particular, we highlight the importance of calibrating the technical solution against the 

operational requirements.  We'll begin by recapitulating the technical aspects of the problem 
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definition and reviewing our solution.  In the later part of the paper, we'll address the operational 

side of the problem and return to the issue of managing complexity and uncertainty by adopting a 

more "agile" data development framework.   

 

The Problem Space 

 

The ERA initiative essentially requires each higher education institution to develop 3 core 

data functions (corresponding to 3 distinct subsystem components): 

 

1. Data collection: broken down into 5 (or possibly more) data blocks – researchers (HR data), 

research outputs (HERDC/Non-HERDC data), research incomes (HERDC data), esteem 

measure (e.g. membership to scholarly societies) and applied measures (e.g. patents / designs 

/ commercialisation incomes); 

2. Data development (ETL): extracting data from source system(s), transforming data into target 

XML data structure(s) – including steps for data cleansing and data validation and 

verification (V&V), and loading data into the target submission system, System to Evaluate 

the Excellent of Research (SEER) for final V&V; 

3. Electronic archiving: archiving electronic documents in an institutional repository to be 

deployed for the ERA peer review process. 

 

The functional overview of the SEER system and its interactions with other institutional 

systems and entities is represented in Figure 1 (ARC 2009a).   
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Figure 1:  SEER Functional Overview 

 

According to the ERA PCE and HCA Technical Specifications released on 22 July 2009,  

Institutions are expected to collate and package their own submission data file(s) in compliance 
with the supplied ERA cluster submission XML schemas. (page 9) 

 

Institutions research officers [...] will also use the user interface to verify the validity of 
submitted data and to access reports related to their submission(s).  SEER allows subsequent 
uploads of revised submissions to support corrections of submitted data by replacing previous 
uploads prior to submission finalisation. (page 5) 

 

The implication for each institution is that unless data is collected directly in the target 

XML data format, the ETL subsystem ((2) above) is a mission-critical component of the ERA 

submission process.  The success of an ERA submission is dependent on the generation, 



6 
 

validation and verification of the XML data.  The ANU's overall (and final) approach is to 

introduce as much parallelism and concurrency as possible in the development of the three core 

sub-systems while ensuring that they remain integrated appropriately with varying degrees of 

coupling strength.  For instance the repository and the data collection sub-system are more tightly 

coupled so that data are linked up dynamically in real time, but the ETL sub-system and the 

repository are not coupled at all –  there is no direct data linkage between the two sub-systems 

(Figure 2). 

 

 
Figure 2: Triple Concurrent Subsystems 

 

One of the main driving reasons for the introduction of such concurrency is to ensure on 

time delivery of each submission to SEER.  By developing the three sub-systems concurrently 

instead of sequentially, there is less risk of failure to meet delivery deadlines.  While a project 

manager is responsible for overseeing the entire ERA submission project, 3 distinct but 

overlapping teams are responsible for the development and integration of the three sub-systems.  
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Since work done by one team may have flow-on effects which impact the work of another team, 

frequent interactions and collaboration amongst the three teams is necessary.  To take one 

example, we note that poor data collection practice in a source system will inevitably impact on 

the development and debugging of the ETL subsystem.  Conversely, invalid XML output in the 

ETL process may require data correction in the source system.   

Although the triple concurrent (sub) system was the de facto approach adopted by the ANU 

for the pilot and trial ERA submissions, it was initially considered only as a contingency plan.  It 

was deemed that the ANU could be better served via the use of an external contractor to modify 

and extend the existing Research Management Information System to include the data collection 

and the ETL functionalities.  In our initial approach the data collection and the ETL subsystems 

were developed sequentially within the same information system by the external contractor, 

while the repository subsystem was developed in-house concurrently (see Figure 3).  In contrast, 

the triple concurrent approach only used the external contactor to implement the data collection 

sub-system in the existing Research Management Information System, while the ETL and 

repository subsystems were both developed in-house. 

 

 

Figure 3 Semi-Concurrent Subsystems 
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The ANU supported the parallel development of both of these approaches.  In the end for 

both technical and operational reasons, the triple concurrent approach is less risky and better 

suited to the needs of the ANU.  Our subsequent discussions will focus on the ETL system built 

in-house by the Research Office at the ANU. 

 

XML (Extensible Markup Language) and Schema Mapping 

 

From the point of view of data processing and data modelling all XML files (or documents) 

are essentially textual representations of data structured in a "tree-like" configuration.  Tree 

structures are ubiquitous and fundamental to all computing and information systems.   One of the 

benefits of tree structures is that they organise information into a hierarchical structure so that 

related information can be arranged in a way that facilitates the retrieval, exchange and 

integration of information across disparate application programs, operating systems, and server 

platforms.  Although all XML files are data structured in a tree-like configuration, not every 

XML file is equivalent in the sense that they have the same underlying tree structure.  An XML 

schema is a description (typically written in a specific schema specification language) that 

describes the underlying tree structure for a class of XML files.  Using distinct XML schemata, a 

set of data can be represented in completely different, and potentially incompatible, XML files.  

In this context, a "valid XML file" means that the data encoded in the XML file conforms to the 

standard and structure specified by the relevant XML schema.  Validation of XML is always 

validation against a particular schema at hand. 
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While the use of XML data and XML schema is fast becoming an industry standard for web 

services and other application areas, most enterprise systems in organisations continue to store 

and manage data using traditional relational databases.  The ANU is no exception in this respect. 

Most of the data required for the ERA submission is stored, collected, or uploaded into the 

ANU's Research Management Information System with a relational database backend.  So from a 

purely technical point of view, the ETL problem is essentially the problem of extracting and 

transforming data structured in a relational database schema to an ERA specified XML schema. 

A relational schema is typically a "graph-like" structure and not "tree-like".  So in effect, what is 

required is a "graph-to-tree" transformation. This is in fact a problem well known to computer 

scientists – it is known as the schema mapping or schema matching problem (Fagin, et al 2008; 

Jiang, et al 2007; Lee, et al 2003).  Schema mapping is a highly non-trivial computational 

problem and has been the subject of intense research by a number of key industry R&D teams 

including IBM, Microsoft, and MITRE (Rahm and Bernstein 2001).  Although schema mapping 

is a hard problem in its full generality, our ETL problem is not of the same size scale as industry 

size data mapping problems (e.g. in the order of millions of records), and thus advanced 

algorithms or optimisations are not required.  However, it does raise questions concerning the use 

of appropriate software technologies for our ETL problem.   

 

The Solution Space 

 

In late 2008, the ANU participated in the ERA pilot submission.  In the first instance, the 

ERA team focused mainly on the technical aspects of the ETL problem.  We began by scoping 

the feasibility of using a number of programming languages and software development 
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frameworks (PERL, SQL, Visual Basic, MathLab, C# and Liquid XML) to develop an in-house 

program for the ETL procedure.  However our considered judgement is that a programming and 

full automation approach to the ETL problem is not a viable option. 

 

Proposition: It is impossible to implement or program a fully automatic (and correct) algorithm 

to transform a given set of data (in a given data structure) to an xml file (valid) in an arbitrary 

but given xml schema. 

 

It is important to understanding what this proposition does not say as much as what it does 

say.  Firstly, the proposition does not say that it is impossible to automatically transform a given 

set of data into an xml file.  It is possible to automatically transform a given set of data into an 

xml file.  What is important is that the target xml output file must be valid accordingly to some 

unspecified xml schema.  Secondly the proposition does not say that for a given set of data and a 

given known and fully specified xml schema there is no implementable program for automatic 

transformation.  It is possible to automatically transform a given set of data into an xml file valid 

to a known and fully specified xml schema.  In one sense, the proposition says that detailed 

knowledge of the target xml schema is necessary for a computer to perform the transformation 

automatically.  This proposition highlights the fact that a computer or a program simply cannot 

predict all possible structures of all possible xml schemata. 

 

One direct consequence of the proposition is that any attempt to develop a program once 

and reuse the same program for all eight discipline clusters without any modification of the 

program is likely to fail (unless all eight discipline clusters use exactly the same XML schema).   
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In the worst case, a programming approach may require the development of eight distinct 

programs for the eight discipline clusters.  Even though some form of code reuse may be possible 

across different discipline clusters, without detailed knowledge of the XML schemata, it is 

difficult to estimate how much code reuse is possible – and thus difficult to estimate the time and 

effort required for the final delivery of the XML output.  

 

Human-in-the-Loop 

 

Setting aside the issue of the overhead involved in programming, one of the main 

difficulties for schema mapping is that human intervention is essential in the task of mapping 

data across different schemata.  While a programmer may be able to hard code the mapping in a 

program, ultimately it is the human expert who is able to 

 

1. understand the data and data structures held by an institution 

2. understand the 'intended' meaning of data requested by the ERA 

3. understand the 'intended' rules which constrain the data requested 

 

Such "domain knowledge" is crucial to the ETL process and as such cannot be outsourced.  

Ultimately what is required is not a single system for transforming data eight times, but 

appropriate domain knowledge, a sound methodology and architecture for building distinct ETL 

systems in a timely and (relatively) efficient manner.  Given the mission critical nature of the 

ETL process, the Research Office decided to build and retain its own ETL capability and 

knowledge in-house. 
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Commercial-Off-The-Shelf Solution 

 

Given the impracticality of a programming approach to the ETL problem, the Research 

Office began scoping for a number of commercial-off-the-shelf software products in preparation 

for the ERA pilot submission in late 2008.  The ERA technical team evaluated, trialled and tested 

a number of desktop applications and within 2 weeks built a complete proto-type ETL system.  

Using the proto-type system to generate and validate XML data, the Research Office was able to 

submit data to SEER on the opening day of the pilot submission.  The underlying architecture 

and methodology for building the ETL system was subsequently refined, resulting in a much 

improved turnaround time for building such systems.  For the 2009 PCE and HCA trial 

submissions, the Research Office continued to use the same underlying architecture and 

methodology to build and deploy in-house ETL systems to generate XML compliant data. 

 

The ETL System Architecture 

 

The ETL system consists of 4 main components (see Figure 4): 

 

1. An enterprise system for managing research management data with a database backend (this 

is the system for collecting and storing most of the ERA required data); 

2. A COTS desktop database for extracting and (partially) transforming data (and storing 

additional ERA required data); 
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3. A COTS data mapper / transformer for the mapping and final transformation of relational 

data into XML format; 

4. A COTS XML parser for generating a (skeletal) database and validating the final XML data. 

 

 
 

Figure 4: COTS ETL System Architecture 
 

The three phases of our system are: 

 

• Extract: in the initial phase, the target XML schema is used by the XML parser to 

generate a skeletal database structure for the intermediate database.  This conversion 

generates a set of (target) tables which serve as an intermediate layer to represent 
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the content of the XML schema.  The skeletal structure is then extended to a full 

relational database structure (with appropriate primary and foreign keys defined for 

each target table).  The intermediate database is then linked to the source enterprise 

system.  Using a combination of standard SQL select and insert statements, data is 

extracted from the source database and inserted into the intermediate database. 

• Transform: data is partially transformed when it is inserted into the intermediate 

database.  But the final mapping and XML transformation is completed using the 

data transformer linking to both the target XML schema and the intermediate 

database (Figure 5).  Additional data processing is also implemented in the data 

transformer to ensure data integrity and data compliance.  The data transformer is 

essentially a visual data mapping tool for data integration projects.  It provides a 

many-to-many mapping between any combination of data structure or schema.  

Once the mapping is completed, the data transformer is used to generate XML data 

in accordance with the target XML schema.  The generated XML file is then passed 

onto the XML parser for pre-submission validation. 

• Load: the pre-validated XML data is loaded into SEER for final and official 

validation and verification.   
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Figure 5: Data Mapping and Transforming for HCA Cluster 
 

One of the main features of our ETL design is the use of an intermediate database serving 

as a bridge between the enterprise database and the data transformer.  While it is possible to link 

the enterprise database directly to the data transformer to transform production level data into 

XML format in real time, this will in fact increase the time required to build (and rebuild) the 

system.  Because the enterprise database schema is (typically) complicated, mapping enterprise 

data directly in the data transformer is difficult and thus renders the overall architecture less 

responsive to changes.  One of the main functions of the intermediate database is to create an 

intermediate database schema (Figure 6) that is "isomorphic" to the target XML schema.  Having 

such an "isomorphic" image of the XML schema means that mapping data in the data transformer 
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is more straightforward and less likely to introduce errors.  In our ETL system, data 

transformation is essentially a 2-pass process.  In the first pass, enterprise data is transformed into 

a relational data structure which closely resembles the target XML schema.  In the second pass, 

data is transformed into XML format for full compliance with the target XML schema.   

 

 
 

Figure 6: Relational Database Schema for HCA Cluster 
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Another key reason for using an intermediate database is that as the enterprise system is 

used to collect data (up till the submission deadline), data modifications and changes can in fact 

make debugging the ETL system extremely difficult.  Because the ANU's Research Management 

Information System is a distributed enterprise system with thousands of administrative and 

academic users, the only way to prevent data modification is to have a complete lock down of the 

system.  By using an intermediate database to extract ERA data, we can effectively lock down the 

data (but not the source system) and thereby making it more convenient for debugging or data 

auditing.  Of course, the corollary is that our ETL process in effect takes a "snapshot" of the 

production data in the enterprise system.  For us, ERA data is essentially "point-in-time" data. 

 

Finally, the additional layer also allows us to incorporate and implement data cleansing and 

pre-emptive V&V within the ETL process.  Most of the ERA business rules and data integrity 

constraints can be implemented directly in the intermediate database using a combination of 

SQL, built-in or user defined functions.  The code for the SQL and user-defined functions is 

completely accessible to the user within the intermediate database.  Code reuse across different 

ETL systems is thus possible (with some minor reworking depending on the nature of the 

changes required).  With the ability to conduct V&V pre-emptively, we are able to improve the 

quality and correctness of the data for ERA submissions.   

 

Agile Development 

 

Our technical solution would not have worked if it did not also meet the operational 

constraints of the ERA process.  As we pointed out in the beginning of the paper, changes and 
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uncertainties are typical characteristics of complex projects involving large number of 

stakeholders.  We note further that unanticipated changes can be sourced both externally or 

internally e.g. changes to technical specifications as well as changes to the data collection 

schedule.  Our technical solution was specifically designed to accommodate unexpected changes 

and under-specified requirements.  In developing the ETL system, we adopted an iterative and 

incremental "agile" development method (Figure 7) instead of a plan-driven sequential waterfall 

method (Figure 8).   

 

 
Figure 7: Iterative and Incremental ETL Development 

 

 
Figure 8: Plan-Driven Sequential Waterfall Development 
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In our agile approach, we embraced changes by incorporating them into every iterative 

cycle of development.  Moreover, over time we reduced the development cycle time by 

streamlining our build method and thus improving our response time to changes and time to 

delivery (from 2 weeks to 1 day turnaround).  We kept the ETL system design simple by keeping 

to the essentials – since users of our system are IT and data professionals, there is no need for 

elaborate GUI interfaces.  Any improvement (or "refactoring") made to the system was aimed at 

adding value and functionality without breaking the simplicity or flexibility of the design.  The 

iterative nature of our approach also means that at the end of each cycle, a validated XML file is 

readily available for submission (even though data may be incomplete due to changes in the data 

collection schedule).  This test-driven approach provided ample opportunity for us to improve the 

system and the data throughout the development process. 

In contrast to the ETL system built in-house using an agile method, our contact with the 

external developer (for the Semi-Concurrent Approach, see Figure 3) resembled a more 

traditional plan-driven model of development.  In the first phase of development, significant 

effort and time were required by the Research Office to provide a detailed and complete 

specification and design document.  Such details were necessary since specific domain 

knowledge of the enterprise data and the ERA business rules were essential to the underlying 

data mapping.  In a broader context such detailed specification documents are also necessary as 

they form the basis of legal contracts with any external developer.  Considerable effort was also 

required to specify the user interface to ensure usability within the Research Management 

Information System.  During the implementation and testing phases, the Research Office was 

also heavily involved in monitoring and testing the correctness of the implementation.  In 
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principle, the result of each phase of a plan-driven development is one or more documents to be 

"signed off" on the work completed and the work to commence.  In actual fact, some of the 

documentations were omitted in the interest of meeting tight deadlines.  We note that in such a 

plan-driven method, testing and the generation of XML were only possible in the testing phase of 

the development.  This constituted a major risk in the project.  In the end, there was insufficient 

testing done to ascertain the correctness of the implementation.  We had to abandon the 

deployment of the ETL module in the production system for the ERA submissions. 

 

The People Factor 

 
The people factor is a highly critical dimension of an agile project (Cockburn and 

Highsmith 2001).  As Boehm and Turner point out (Boehm and Turner 2003, page 46), "agile 

methods tend to need a richer mix of higher-skilled people".  Figure 9 shows the effective 

operating points of agile and plan-driven projects. 
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Figure 9: Balancing Optimizing and Adapting Dimensions 
(Boehm and Turner 2003, page 47) 

 

At the highest level, an agile project requires the ability "to revise a method (break its rules) 

to fit an unprecedented new situation" (Boehm and Turner 2003, page 48).  In a plan-driven 

project, this level of skill, understanding and creativity is typically required at a specific phase 

(usually in the planning phase) of the project. 

 

In terms of the human dimension of our in-house ETL development, the team is composed 

of 3 technically skilled individuals.  Team members are frequently working collaboratively to 

encourage collective ownership and responsibility.  Instead of reliance on formal documentation, 

written instructions or "explicit" knowledge (a standard practice within a plan-driven method), 

"tacit" knowledge is shared within the team by having frequent informal discussions, mentoring 
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and "show and tell" demonstrations.  The agility of the team is achieved by encouraging 

continual learning and producing collective outcomes from the whole that are greater than the 

sum of the parts. 

 

Conclusion 

 

In this paper we have presented a COTS system architecture and methodology for building 

ETL systems that are capable of transforming enterprise data into ERA compliant data.  The 

advantage of such an approach is a completely general method for building ETL systems to meet 

the ERA technical requirements irrespective of the Research Management Information System in 

used.  This method will work with any Research Management Information System with an 

underlying database backend, and with appropriate modifications it will even work with data 

collected from spreadsheets.  Moreover to better manage the complexities and uncertainties 

surrounding the ERA process, we coupled our technical solution with an agile development 

methodology, emphasizing the need to embrace changes throughout the iterative development, 

the need to test and generate validated XML at every iteration cycle, and the need to build in-

house capabilities with properly skilled individuals and appropriate domain knowledge over and 

above the reliance on formalised processes or extensive documentation.  Our proposed solution 

provides one possible answer to meet the technical and operational challenges of the full ERA 

submission in 2010. 
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